


Better performance on shared-memory machines

OpenMP Is an Application programming interface
(API) for parallel programming SMPs

OpenMP has emerged as a shared-memory
standard

Consists of a set of compiler directives, library of
support functions and environmental variables

Fortran

C
C++



Yes! XL compilers have a flag for automatic
parallelization

Compiler analyzes the code in search of
Independent sets of instructions ( loops whose
iterations do not have dependencies )

Catch: the compiler may lack the information to
produce code that is fully optimized

It may need to know the values that will be
assumed by loop bounds

The more complex the code the more difficult
for the compiler to optimize the code
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An OpenMP directive is a specially formatted
comment ( in Fortran ) or pragma ( in C/C++ )

that applies to the immediately folling it in the
program



Creation of a collection of threads for parallel
execution of sections of the code
Specification on how to share or distribute
work among the members of the collection of

threads
Declaration of private and shared variables

Threads synchronization
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The most common section of a code that is
parallelized is:

DO loop in Fortran

FOR loop in C/C++

Scientific applications spend large portions of
CPU time computing matrices inside loops



Yesl!!, there is catch.

Not every loop can be parallelized

The number of iterations needs to be know upon
entering the loop

While loop do not satisfy this condition

Loop iterations need to be independent from each
other, order in which operations are performed
should NOT change the results
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] %
| $OVP PARALLEL / \
| $OVP Do Dat
do ?O_le 1, Jmax dependeifz//)
v(i,j) = v(i,j,m .
do 60 i =2, imax — 1

vv (I,]) =vv (i1-1,]) + b(i,])
60 conti nue
| = 1 max
vv (I,]) =v(i-1,])
do 100 | lmax — 1, 1, -1
vv (I,]) =vv (1+1,]) +a (i,])
100 conti nue
10 conti nue

' $OVP END DO

v

—~—
Data

| SOMP END PARALLEL dependency




par al | el : precedes a block of code to be executed
In parallel by multiple threads

f or: precedes a for loop with independent iterations
that may be divided among threads executing In
parallel

paral | el for:combination of the parallel and for
directives

sect |1 ons: precedes a series of blocks that may be
executed in parallel

paral |l el secti ons:acombination of parallel
and sections directive

critical : precedes a critical section

si ngl e: precedes a code block to be executed by a
single thread



onp_get num procs: returns the number of
CPUs in the multiprocessor on which this
thread Is executing

onp_get num t hr eads: returns the number
of threads active in the current parallel region
onp_get thread nunit returns the thread
identification number

onp_set num t hr eads: allows you to fix the
number of threads executing the parallel
sections of the code
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Preocessors
synchronize and
communicate with
each other through
shared variables

Processor 0

Processor 3 _@_ Processor 1

Processor 2
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Master thread

+— Time

‘(””,,¢VVorkerthreads

11”1 Fork

-4 Join

-1 Join

f or k/ j ol n parallelism
Parallelism comes and goes

At the beginning only the master
thread is active

Master threads executes serial
parts of the program

Master forks additional threads
to help execute parallel portions
of the program

Threads are deactivated when
serial portion resumes
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Message-passing model: all processors typically
remain active throughout the execution of the
program
Shared-memory model: the number of active
threads is one at the beginning and end but threads
may change throughout the execution of the
program
Shared-memory model supports incremental
parallelization
Transforming sequential programs to parallel
programs can be carried out one block of code at a
time

Large advantage over message-passing



MPI programming can be difficult

The programmer has to create a code that will
be executed for each processor

Reprogramming is required
There is no incremental parallelization

Difficult to create a program that will run
efficiently on all architectures



| # REEG )

Shared-memory programming model via a collection of routines for
creating, managing, and coordinating a collection of threads

It is a library

Some features were designed for single processor

Context switching enables time-sliced execution of multiple threads

Suitable for SMPs

Aimed to be portable
Comprehensive set of features to:

Create threads
Terminate threads
Synchronize threads

Avoid overwriting same data among threads:
Mutexes, locks, condition variables, and semaphores
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Dot product of two vectors

a= [al,a,z,...,an]and b= [bl,bz,...,bn]

Is defined:

axo= ab+ab,..+ab

1=1
Using matrix multiplication and treating the the (column)
vectors as nx1 matrices, the dot product can be written:

a*xh=a'b
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%,

I nt mai n(argc,
| nt argc;
char *argv[];
{
doubl e sum
doubl e a[ 256],
I nt n;
n = 256;
for (1=0; 1 <
a[i] | *
b[i] *

i

}

sum = O;

for (I
sum

1: i

}

argv)

b[ 256] :

;) |

n
0.5
2.0;

<=n; 1++) {

sum+ a[i]*b[i];

printf ("sum= %", sum;
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nt mai n(argc, argv)
nt argc;

char *argv|[];

{

}

doubl e sum sum| ocal;
doubl e a[ 256], b[ 256];

int n, nunprocs, nyid, ny first,

n = 256;

MPI I nit(&argc, &rgv);

nmy | ast;

MPI _Comm si ze( MPI _COVM WORLD, &nunprocs);
MPI _Comm r ank( MPI _COVM WORLD, &nyi d) ;

nmy first = nmyid * n/nunprocs;

ny last = ( nyid + 1 ) * n/nunprocs;

(i =0;
afi]

|
i
b[i] i

}

sun1|oca| = 0;

for (i = ny_first; i <= ny_last;

I ++) {

sunLIocaI = sum|local + a[i]*b[i];

}

MPI _Allreduce(&umlocal, &um 1, M

if (myid==0) printf ("sum= %",

IVPI

sum ;

_DOUBLE, MPI
_COVM WOLD) ;

_SUM
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%,

[ descartes: ~/ OpenMP/ chapl] diff SeqDot Prod.c MPI Dot Prod. c
5¢c5
< doubl e sum

> double sum suml ocal;
7c7
< int n;

int n, nunprocs, nyid, ny_first, ny_last;
ag, 14

MPI _Init(&argc, &rgv) ;

MPI _Comm si ze( MPI _COVM WORLD, &nunprocs);
MPI _Comm r ank( MPI _COVM WORLD, &nyi d) ;
ny_first = nmyid * n/nunprocs,;

3,15c19, 21
sum = O;
for (i =1; 1 <=n; i++) {
sum = sum + a[i]*b[i];

ANNANEL YV VVVYVYVOYV'!

sum | ocal = 0;
for (i = ny_first; i <= ny_last; i++) {
sum | ocal = sumlocal + a[i]*b[i];
7c23, 26
printf ("sum= 9%\n", sum;

ARV V V!

MPI _Al Il reduce(&sum |l ocal, &um 1, MPI_DOUBLE, MPI_SUM
MPI _COVM WOLD) ;

V V.V V!

if (nyid==0) printf ("sum= %", sum;
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#defi ne NUMITHRDS 4

doubl e sum

doubl e a[ 256], b[256];

i nt status;

i nt n=256;

pt hread_t thd[ NUMIHRDS] ;
pt hread_nutex_t nutexsum

int main(argc, argv)

int argc;

char *argv[];

{

pthread_attr_t attr;

for (i =0; i <n; i++) {
a[i] =i * 0.5
b[i] =i * 2.0;

}

thread_mut ex_i ni t (&mut exsum NULL);
pthread_attr_init(&attr);
pthread_attr_setdetachstate(&attr,

for(i=0;i <NUMITHRDS; i ++)
{

pthread_create( & hds[i], &attr,
}

pthread_attr_destroy(&attr);

for(i=0;i <NUMITHRDS; i ++)
{

PTHREAD_CREATE_JO NABLE) ;

dotprod, (void *)i);

pthread_join( thds[i], (void **)&status);

}

printf ("sum= 9% \n", sun;
pt hr ead_nut ex_dest r oy( &mut exsum ;
pt hread_exi t (NULL) ;




void *dotprod(void *arg)

{
int myid, i, my_first, my_last;
double sum_local;

myid = (int)arg;
my_first = myid * n/NUMTHRDS,;
my_last = (myid + 1) * n/NUMTHRDS,;

sum_local = 0;

for (I = my_first; i <= my_last; i++) {
sum_local = sum_local + a[i]*b[i];

}

pthread _mutex_lock (&mutex_sum);

sum = sum + sum_local;

pthread _mutex_unlock (&mutex_sum);

pthread_exit((void*) 0);



| nt mai n(argc, argv)

| nt argc;

char *argv[];

{

doubl e sum

doubl e a[ 256], b[256];

| nt n;
n = 256;
for (1=0; 1 < n; 1++) {
af[t] =1 * 0.5;
b[i] =1 * 2.0;
}
sum = 0;
#pragma onp for reduction(+:sum
for (1 =1; I <=n; 1++) {

sum; sum+ a[i]*b[i];

}
printf ("sum= 9%\n", sunj;

}



%,

diff SeqDot Prod. c OQpenMPDot Prod. c
13al4
> #pragma onp for reduction(+:sum



OpenMP relies “extensively” on distributing the work
In do-loops among multiple threads

_oop-level parallelism in real applications might be
imited

Data race condition can be difficult to detect and it
manifests itself via data corruption




T, Is the execution time of an application on 1 processor

Amdahl’'s Law

S=
[P+(1- 1))

( par






for -

Parallel operations are often expressed in Fortran
and C programs as f or loops

for (I =first; | < size; |I += prine) marked[i] = 1;
N ND

Il nteger i, n, sum

sum = 0

do51 =1, n

sum = sum + | —
5 continue Fortran



Compiler can automatically locate and where possible
parallelize all countable loops in your program code

AIX compiler

If there is no branching into or out of the loop.
Increment expression is not within a critical section.

Countable loop is automatically parallelized only if all of the
following conditions are met:
The order in which loop iterations start or end does not affect the
results of the program
The loop does not contain I/O operations

Floating point reductions inside the loop are not affected by
round-off error, unless the -gnostrict option is in effect

The -gnostrict_induction compiler option is in effect
The -gsmp=auto compiler option is in effect
The compiler is invoked with a thread-safe compiler mode



paral l el for

The word pragma is short for “pragmatic information”
Pragma is a way to communicate information to the compiler

Nonessential information
#pragma onp <rest of pragma>

#pragma onp parallel for
for (I =first; I < size; | += prine) marked[i] = 1;

A —

Immediately
before the for
loop




= " %,

Compiler must be able to verify that the run-time system will
have the information it needs to determine the number of
loop iterations when it evaluates the control clause

The control clause of the for loop must have canonical shape

[ i ndex++ ‘
++i ndex
<« ) | ndex—
_ _ <= - -1 ndex
for (index = start; index { o b end; | index += inc )
> ) I ndex -=inc
| ndex = index + iInc
_ | ndex = i nc + i|Index
Canonical L i ndex = index - inc!

shape




$

For loop must not contain statements that allow the
loop to be exited prematurely

br eak

return

exit

go to | abels outside the | oop



for (.

Master thread creates additional threads

All threads work together to complete the
iterations of the loop

Every thread has its own execution context

Execution context: an address space
containing all of the variables the thread may

access
Static variables

Dynamically allocated data structures in
the heap

Variables on the run-time stack



# |

Shared variables

“Same address in the execution context of every
thread”

All threads have access to shared variables
Private variable

“Different address In the execution context of
every thread”

A thread can access its own private variables,
but CANNOT access the private variable of
another threac

In the case of the parallel for pragma, variables are
by default shared, with exception of the loop index




OVP_NUM THREADS
Provides default number of threads for parallel
section of the code

pri nt env and set env in UNIX can be used to
check and set environmental variables



Int main (int argc,
char* argv[])

{
I nt b[ 3];

char* cptr;
Int 1I;

cptr = malloc(1l);
#pragma onp parallel for
for (1=0; 1<3; 1|I++)
b[i] =1I;

Master thread Thread 1
(thread 0)



onp_get _num procs

Returns the number of physical processors available for use by the
parallel program

I nt onp_get num procs (void)

The integer returned by this function may be less than the total
number of physical processors in the multiprocessor

onp_set numt hreads

Uses the parameters value to set the number of threads to be active
In parallel sections of code

void onp_set numthreads (int t)
Int t;

t = onp_get _num procs();
onp_set _num_threads(t);



Either loop can
be parallelized

for (1=0;1<BLOCK_SIZE(id,p,n); i++)
for (j=0; T< n; j++)

aili] = MIN(a[i]p], ali](k] + tmp[i]);

Loop overhead may
be greater than the
time saving by
splitting execution




%

It iIs the number of computations performed between
communication or synchronization steps

Increasing grain size improves the performance
of a parallel program

In the previous example, parallelizing the outer
look results in greater grain size



It is an optional, additional component to a pragma
The pri vat e clause directs the compiler to make one or more
variables private

private ( <variable list>)

#pragma omp parallel for private())
for (1=0; 1 <BLOCK_SIZE(id,p,n); i++)
for (j=0; j < n; j++)

aili] = MIN(a[i]pl, ali][k] + tmp[i]);

By default the value of
a private variable is
undefined when the
parallel construct is

entered, and the value

IS also undefined when

the construct is exited




firstprivate

A private variable can inherit the value of the shared variable
firstprivate (<variable |ist>)

It ensures inheritance of the value of the shared variable
assigned in the master thread

X[ 0] = conplex function();

for (i =0; i <n; i++) {
for (] =1, ] < 4; |++) —
x(i1 =g9(i, x[j-1]);
i

answer[1] = x[1] - x[3]; Assuming g has no side effects:

*Outer loop can be parallelized
*X has to be made private variable
x[0] is initialized before the outer
for loop




firstprivate (.

X[ 0] = conplex function();
#pragma onp parallel for private(j) firstprivate(x)
for (I =0; I <n; 1++) {

1, | < 4; | ++)
J1 =90, x[1-1]);
answer[1] = x[1] - x[3];

firstprivate
variables are initialized
once per thread, not per
iteration




| ast private

The | ast pri vat e clause directs the compiler to generate code at
the end of the parallel for loop that copies back to the master
thread’s copy of a variable the private copy of the variable from the
thread that executed the sequentially last iteration of the loop

A parall el for pragma may contain bothfirstprivate and
| ast pri vat e clauses

#pragma onp parallel for private(j) |astprivate(x)
for (i=0; i <n; i++) |

x[0] = 1.0;

for (J=1; ] < 4; ]++)

x[J] = x[]-1] + (i +1);

sumof powers[i] = x[0] + x[1] + x[2] + Xx[3];
}
n_cubed = x[3];



doubl e area, pi, X;
Int 1, n;

area = 0.0
#pragma onp parallel for private(x)
for (I =0; I <n; 1++) {

X = (1+0.5)/n;
area += 4.0/(1.0 + x*x);

}

pi = area / n;

Race
condition




Value of area Thread A Thread B
11.667 |
11.667 £3.765 ol
15432 +3.563
15.230




#pragma onp critical
Directs the compiler to enforce mutual exclusion among
the threads trying to execute the block of code

doubl e area, pi, Xx;
Int 1, n;

area = 0.0
#pragma onp parallel for private(x)
for (I =0; I <n; 1++) {
X = (1+0.5)/n;
#pragma onp critical
area += 4.0/ (1.0 + x*Xx);

}

pi = area / n;



Reduction (<op>:<variable>)

Where <op> is a reduction operation and <variable> is
the name of the shared variable that will end up with the
result of the reduction

doubl e area, pi, Xx;
Int 1, n;

area = 0.0
#pragma onp parallel for private(x) reduction(+:area)
for (I =0; I <n; 1++) {
X = (1+0.5)/n;
area += 4.0/(1.0 + x*x);

}

pi = area / n;



program reduction

integer I, n
real a(100), b(100), sum

I Some initializations
n =100
doi=1,n
a(i)=1*1.0
b(i) = a(i)
enddo
sum = 0.0

I$SOMP PARALLEL DO REDUCTION(+:SUM)
doi=1,n
sum =sum + (a(i) * b(i))
enddo

print *, © Sum = ©sum
end



Operator Meaning Allowable Initial value
types

float, int
* Product float, int 1
& Bitwise and int All bits 1
| Bitwise or int 0
N Bitwise Int 0
exclusive or
&& Logical and int 1

| Logical or Int 0



Threads

1
POWER4 1 GHz
POWERS 1.9 GHz

POWERG6 4.7 GHz
BG/P

2
POWER4 1 GHz
POWERS5 1.9 GHz
POWERG6 4.7 GHz
BG/P

4
POWER4 1 GHz
POWERS5 1.9 GHz
POWERG6 4.7 GHz
BG/P

Execution time of program (sec)

Using critical pragma

586.37
145.03

180.80
560.08

458.84
374.10
324.71
602.62

552.54
428.42
374.51
582.95

Using reduction clause

20.12
5.22

4.78
12.80

10.08
2.70
2.41
6.42

5.09
1.40
1.28
3.24






for (I =1; 1 < n 1|++4)
for (] =0; | < n; |++)
ali][J] =2 > a[i-1][]];

ai]i] a[i-1][]
10 00 . ~N
11 01 .
m-1 join/fork steps
< /7N
for (I =1, 1 <m 1++)

#pragma parallel for private(i)

for (j =0; j <n; j++)
Data dependency a['][]] =2 * a[i'l][j];




'o- ! [

#pragma parallel for private(i)
for () =0; J < n; |++)

for (I =1;, ] <m |++)
a[1][J] =2 a[i-1][]];

1,0 1,1 1,2 1,3 1,4
| | | | !
2,0 2,1 2,2 2,3 2,4
| } | | |
3,0 3,1 3,2 3,3 3,4
| } | | |
4,0 4,1 4,2 4,3 4,4




BG/P timings

Execution time of program (sec)

N=10000 N=1000000 N=1000000000

1 0.0101 (1.00) 0.0215 (1.00) 12.803 (1.00)

2 0.0088 (1.15) 0.0152 (1.41) 6.425 (1.99)

4 0.0085 (1.19) 0.0129 (1.67) 3.217 (3.98)

Parallel speedup

area = 0.0
#pragma onp parallel for private(x) reduction(+:area) if(n>1000000)

for (i =0; i <n; i++) {
X = (140.5)/n;
area += 4.0/ (1.0 + x*Xx);
}
pi = area / n;

| f (<scal ar expression>)
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Schedul e clause

It allows to specify how the iterations of a loop should be allocated to
threads

Static schedule
All iterations are allocated to threads before they execute any loop iterations

Low overhead; potential for load imbalance
Dynamic schedule

Some iterations are allocated to threads at the beginning of the loop’s
execution

Threads that complete their iterations become available for additional
work

Higher overhead; potential for better load balance
Chunks

Range of iterations assigned to threads

Increasing chunk sizes may reduce overhead and increase cache hit
rate

Smaller chunk size can allow finer balancing of workloads



%

schedul e (<type> [, <chunk>])

schedul e(stati c): n/t contiguous iterations are allocated to each thread
(default)

schedul e(stati s, C: an interleaved allocation of chunks to tasks. Each
chunk contains C contiguous iterations

schedul e(dynam c) : iterations are dynamically allocated, one at a time,
to threads

schedul e(dynam c, C) : a dynamic allocation of C iterations at a time to
the tasks

schedul e( gui ded) : a dynamic allocation of iterations to tasks by
allocating a large chunk size to each task and responds to further requests
for chunks by allocating chunks of decreasing size. The size of the chunks
decreases exponentially to a minimum chunk size 1

schedul e( gui ded, C) : minimum chunk size of C

schedul e(runti ne) : the schedule type is chosen at run-time based on
the value of the environment variable OMP_SCHEDULE






par al | el

This pragma precedes a block of code that should be executed by
all of the threads

Syntax: #pragna onp paral |l el

Curly braces can be used to create a parallel region if the code
IS NOT a simple statement

Execution of the code block after the parallel program is replicated
among the threads



for

This pragma directs the compiler to divide the
iterations of the loop the pragma precedes

Syntax: #pragnha onp for



P

/*

* This C program uses the Monte Carlo method to

* compute the value pi.
*/

#include <stdio.h>
#include <omp.h>

long long timebase(void);

int main (int argc, char *argv[])

{

int count; [* Points inside circle */
inti;
int local_count;  /* This thread® subtotal */
int samples; [* Points to generate  */

unsigned short xi[3]; /* Random number seed */
int num_threads;  /* Number of threads */

int thread; [* Thread ID */
double x, v; [* Point® coordinates */
long long timeO, timel; [* timing variables */

double cycles, sec_per_cycle, factor;

/* Number of points and number of threads are
command-line arguments */

%

v

[* Usage: ./a.out <# samples> <# threads> <seed0> <seedl1> */
time0 = timebase();
samples = atoi(argv[1]);
omp_set_num_threads (atoi(argv[2]));

count =0;



#pragma omp parallel private(xi,num_threads,thread.,i,x,y,local_count)
{
local_count = 0;
xi[O] = atoi(argv[3]);
xi[1] = atoi(argv[4]);
xi[2] = thread = omp_get_thread_num();
num_threads = omp_get_num_threads();

for (i = thread; i < samples; i += num_threads) {
X = erand48(xi);
y = erand48(xi);
If (x*x + y*y <= 1.0) count++;
}
#pragma omp critical
count += local_count;
}
printf ("samples: %d Estimate of pi: %7.5\n", 4.0*count/samples);
timel = timebase();
cycles = timel - timeO;
factor = 1.0/850000000.0;
sec_per_cycle = cycles * factor;
printf("Total time %If \n",sec_per_cycle, "Seconds \n");



si ngl e

This pragma directs the compiler that only a single thread should
execute the block of code the pragma precedes

Syntax: #pragna onp si ngl e

#pragma onp parallel private(i,))
for (1 =0; I <m iI++) {
low = afi];
high = b[i];
if (low > high) {
#pragma onp single
printf (“Exiting during iteration %\n”, i);
br eak;
}
#pragma onp for
for (Jj =1low |j < high; j++)
cli] = (cli] —a[i])/b[i];



nowal t

Added to aparal | el for pragma, tells the compiler to omit the
barrier synchronization at the end of the parallel f or loop

Syntax: #pragnma onp for nowait

#pragma onp parallel private(i,j, |ow, high)
for (1 =0; I <m iI++) {
low = afi];
high = b[i];
if (low > high) {
#pragma onp single
printf (“Exiting during iteration %\n”, 1);

br eak;
; /novvai t
#pragnma onp for nowal t =7 \

for (] =1low J < high; j++)
c[i] = (c[j] — a[i])/b[i];







Functional parallelism

OpenMP allows the allocation of different
threads to different portions of the code



v = al pha ();

w = beta();

X = gamma(v, W ;

y = delta();

printf (%.2f\n”, epsilon(x,y));



paral | el sections

This pragma precedes a block of n blocks of code that may be
executed concurrently by n threads

Syntax: #pragma omp parallel sections

secti on Pragma

#pragma onp parallel sections
{
#pragnma onp section
v = al pha ();
#pragma onp section
w = beta();
#pragma onp section
y = delta();
}
X = gamma(v, W;
printf (%.2f\n", epsilon(x,y));



Sunmary

OpenMP is an API for shared-memory parallel
programming

The shared-memory model relies upon fork/join
parallelism

A parallel shared-memory runs with periods of
parallel program and periods of sequential program
Master thread executes all the sequential code
Parallel blocks of code fork other threads

Threads communicate with each other via shared

variables
At the end of a parallel block of code threads

synchronize and rejoin the master




$ #

MPI Forum. MPI: A Message Passing Interface. Int. Journal of
Supercomputing Applications, 8, 159-416(1994).

OpenMP official web site:

M. J. Quinn, Parallel Programming in C with MPI and OpenMP,
McGraw-Hill,2004, New York

Using OpenMP, B. Chapman, G. Jost, and R. Van der Pas

IBM AIX Compiler Center:



2 3 4 7

B&P FLOOR = /bgsys/drivers/ppcfloor
BGP_ IDIRS = -1$(BGP_FLOOR)/arch/include -1$(BG_FLOOR)/ com i ncl ude
BGP_LI BS = -L$(BGP_FLOOR)/comm lib -L$(BGP_FLOOR)/runtinme/SPl -I|nmpich.cnk -

| denfcoll.cnk -Idenf.cnk -Irt -1SPlI.cna -I pthread

XL = /opt/i bncnp/ vac/ bg/ 9. 0/ bi n/ bgxl c_r

EXE = pi_critical _bgp

oBJ = pi_critical.o

SRC = pi_critical.c

FLAGS = -@OB8 -gsnp=onp: noauto -qthreaded -garch=450 -qtune=450 -

| $( BGP_FLOOR)/ comi i ncl ude
FLD = -3 -garch=450 -qtune=450

$(EXE): $(0BJ)
# ${ XL} $(FLAGS) $(BGP_LDIRS) -0 $(EXE) $(OBJ) $(BGP_LIBS)
${XL} $(FLAGS) -0 $(EXE) $(0OBJ) tinebase.o $(BGP_LIBS)
$(OBJ): 3$(SRO
${ XL} $(FLAGS) $(BGP_IDIRS) -c $(SRO)

cl ean:
rmpi_critical.o pi_critical _bgp



2 23 % %

#!/ bi n/ csh

set MPI RUN="npi run”

set MPI OPT="-np 1"

set MODE="-node SMP"

set PARTITION="-partition NO6 32 1"

set WDI R="-cwd /bgusr/cpsosal/red/pi/c"

set EXE="-exe /bgusr/cpsosal/red/pi/c/pi_critical bgp"

#

$MPI RUN $PARTI TI ON $MPI OPT $MODE $WDI R $EXE - env " OVP_NUM THREADS=1"
#

echo "That's all fol ks!!"



