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System-on-Chip (SoC

Quad PowerPC 450 w/ Double FPU
Memory Controller w/ ECC
L2/L3 Cache
DMA & PMU
Torus Network
Collective Network
Global Barrier Network
10GbE Control Network

JTAG Monitor

" )*
13.6 GF/s 1 SoC, 40 DRAMs
8 MB EDRAM 13.6 GF/s

2 GB DDR

32 Compute Cards
0-1 I/O cards
435.2 GF/s
64 GB

8x8x16

+
32 Node Cards
13.9 TF/s
2TB

()

Up to 256 Racks
Up to 3.5 PF/s
Upto 512 TB
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Theoretical floating-point performance
1 fpmadd per cycle
Total of 4 floating-point operations per cycle

4 floating-point operations/cycle x 850 cycle/s x 10°
= 3,400 x 10° = 3.4 GFlop/s per core

Peak performance = 13.6 GFlop/s per node ( 4
cores )
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8 #

bcssh:/codhome/myaccount $ scp conf _gen.cpp frontend-1

conf_gen.cpp 100%
46KB 45.8KB/s 00:00
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Step 1 : Copy Input files and executables to a shared dire  ctory
Place data and executables in a directory under /gpfs
Example :

$cd /gpfs/fs2/frontend-1

$mkdir myaccount
$cp ~myaccount/sander /gpfs/fs2/frontend-1/myaccoun t

$cp ~myaccount/input.tar /gpfs/fs2/frontend-1/myacco unt



$/gpfs/fs2/frontend-11/myaccount/hello:0>make -f ma ke.hello
mpixlc_r -O3 -qarch=450 -qtune=450 hello.c -0 hello

>cat make.hello

XL CC = mpixilc_r

OoBJ = hello

SRC = hello.c

FLAGS = -03 -garch=450 -qtune=450
LIBS =

$(OBJ): $(SRC)
${XL_CC} $(FLAGS) $(SRC) -0 $(OBJ) $(LIBS)

clean:
rm *.0 hello



>cat hello.c
#include <stdio.h>  /* Headers */
#include "mpi.h"

main(int argc, char **argv) /* Function main */

int rank, size, tag, rc, i;
MPI_Status status;
char message[20];

rc = MPI_Init(&argc, &argv);

rc = MPI_Comm_size(MPI_COMM_WORLD, &size);
rc = MPI_Comm_rank(MPI_COMM_WORLD, &rank);
tag = 100;

if(rank ==0) {
strcpy(message, "Hello, world");
for (i=1; i<size; i++)
rc = MPI_Send(message, 13, MPI_CHAR, i, tag, MPI_COM

else
rc = MPI_Recv(message, 13, MPI_CHAR, 0, tag, MPI_COM
&status);

printf( "node %d : %.13s\n", rank,message);
rc = MPI_Finalize();

M_WORLD):;

M_WORLD,



>cat make.hello

XL CC = mpixlcxx_r

«OBJ = hello

SRC = hello.cc

FLAGS = -0O3 -garch=450 -
gtune=450

LIBS =

*$(OBJ): $(SRC)
. ${XL_CC} $(FLAGS) $(SRC)
-0 $(OBJ) $(LIBS)

eclean:
. rm *.0 hello



cat hello.cc

/Il Include the MPI version 2 C++ bindings:
#include <mpi.h>

#include <iostream>

#include <string.h>

using namespace std;

int
main(int argc, char* argvl])

MPI::Init(argc, argv);

int rank = MPI::COMM_WORLD.Get_rank();
int size = MPI1::COMM_WORLD.Get_size();

chaltr name[MPI_MAX_PROCESSOR_NAME];

int len;

memset(nameOMPI MAX PROCESSOR_NAME);
MPI::Get_processor _name(name,len);
memset(name+len,0,MPI_MAX_PROCESSOR_NAME-len);

cout << "hello_parallel.cc: Number of tasks="<<size<<" My rank=" << rank << " My
name="<<name<<"."<<end|;

MPI::Finalize();
return O;

}

https:// spaces.umbc.edu/pages/viewpage.action?pageld =5245461#C%2B%2BHelloWorldProgram -parallel
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llrun

pts/0:>:0>llrun



mpirun

Step 2 : job submission using mpirun
User can use “mpirun” to submit jobs.

The Blue Gene mpirun is located in /usr/bin/mpirun

Typical use of mpirun :
mpirun -np <# of processes> —patrtition <block id> -cwd “pwd -exe
<executable>

Where:

-np : Number of processors to be used. Must fit in available partition

-partition : A partition from Blue Gene rack on which a given executable will execute,
eg., ROOO.

-cwd : The current working directory and is generally used to specify where any input
and output files are located.

-exe : The actual binary program which user wish to execute.

Example :

mpirun —np 32 —partition RO00 -cwd /gpfs/fs2/frontend-
11/myaccount -exe /gpfs/fs2/frontend-11/myaccount/h ello
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#!/bin/sh

MPIRUN="mpirun"

MPIOPT="-np 32"

PARTITION="-partition RO0O0_J203 128"

WDIR="-cwd /FS1l/myaccount/amber/lisc/b4amber _mod/datal 32"
SANDER="-exe /[FS1/myaccount/amber/exe/sander _bob noBTREE"

time_ends=1600 # till many pico seconds after 150ps
H mmmmmeee- User options end here ---------------------

SMPIRUN $MPIOPT $PARTITION -args "-O -i trna.md.in -0
trna.${FRST} ${LAST}.out

-p trna.prm.top -c trna.${PRIV} ${FRST}.res -r
trna.${FRST} ${LAST}.res

-x trna.${FRST} ${LAST}.crd

-v trna.${FRST} ${LAST}.vel -e trna.${FRST} ${LAST}.en
-inf trna.${FRST} ${LAST}.info" $WDIR $SANDER



% llrun

pts/0:/gpfs/fs2/frontend-11/myaccount/test.0> lIrun
/gpfs/fs2/frontend-11/myaccount/test -exe /gpfs/fs2
11/myaccount/test/hello

Output:
Submitted job: frontend-11.rchland.ibm.com.1675
Command file: llrun.myaccount.090704.1040.cmd
Output stdout: myaccount.frontend-11.$(jobid).out
stderr: myaccount.frontend-11.$(jobid).err
path: /gpfs/fs2/frontend-11/myaccount/test/

Files created:

myaccount@frontend-11

pts/0:/gpfs/fs2/frontend-11/myaccount/test:1>ls

myaccount.frontend-11.1675.err myaccount.frontend-
llrun.myaccount.090704.1040.cmd

-np 32 -cwd
/frontend-

11.1675.0out



llrun “cmd?” file

# @ job_type = bluegene

# @ requirements = (Machine == "$(host)")

# @ class = medium

# @ job_name = myaccount.frontend-11

# @ comment = "llrun generated jobfile"

# @ error = myaccount.frontend-11.$(jobid).err

# @ output = myaccount.frontend-11.$(jobid).out

# @ environment = COPY_ALL,;

# @ wall_clock_limit = 00:30:00

# @ notification = always

# @ notify_user =

# @ bg_connection = prefer_torus

# @ bg _size =32

# @ initialdir=/gpfs/fs2/frontend-11/myaccount/test

# @ queue
/bgsys/drivers/ppcfloor/bin/mpirun -np 32 -cwd
/gpfs/fs2/frontend-11/myaccount/test -exe
/gpfs/fs2/frontend-11/myaccount/test/hello



| =

pts/0:/gpfs/fs2/frontend-11/myaccount/namd_test:0>cat llrun_namd.cmd

# @ job_type = bluegene \
# @ requirements = (Machine == "$(host)")

# @ class = medium

# @ job_name = myaccount.frontend-11

# @ comment = "LoadLeveler llrun script"

# @ error = $(job_name).$(jobid).err

# @ output = $(job_name).$(jobid).out

# @ environment = COPY_ALL;

# @ wall_clock_limit = 00:60:00

# @ notification = never

# @ notify _user =

# @ bg_connection = prefer_torus

# @ bg_size =256

# @ initialdir=/gpfs/fs2/frontend-11/myaccount/namd_test

# @ queue J
/bgsys/drivers/ppcfloor/bin/mpirun -np 256 -verbose 1 -mode SMP -env
"BG_MAPPING=TXYZ" -cwd /gpfs/fs2/frontend-11/myaccount/namd_test -

exe ./namd2 -args "apoal.namd" \

# # " H
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job_type andrequirements tags must ALWAYS be specified as listed above

If the above command file listing were contained in a file named my_job.cmd ,
then the job would then be submitted to the LoadLeveler queue using lisubmit
my_job.cmd .
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Monitor Status of job executing on Blue Gene
$bgstatus
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Before:
$screen <enter>
After:

$screen -r <enter>

More information:

http://www.kuro5hin.org/story/2004/3/9/16838/14935
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http://www.redbooks.ibm.com/redbooks/SG247417/wwhel

p/wwhimpl/js/ html/wwhelp.htm
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http://www.redbooks.ibm.com/redbooks/SG247417/wwhel  p/wwhimpl/js/ html/wwhelp.htm
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